Boris Mirkin, MSc, PhD, DSc, Professor CS

-
8 monographs on decision-making and data mining

-
6 invited plenary talks at conferences 2006/7

Computational Intelligence and Data Visualization

A unique course to look at data from inside - rather than from outside that is common to CS

www.dcs.bbk.ac.uk/~mirkin  in item “Classes”

Main problems being discussed in this class:

· Summarisation

· Correlation (between different aspects)
Each can be in either quantitative or categorical format.

No lecture: 

25/10/07

Lecture 18/10/07 will be from 4.00-6.00
Today: 
- 1D summarisation with MatLab

 
- Computational validation of the mean 

I. 1D data: Summarisation only        (no Correlation here) 

I.1. Quantitative feature:

set of values on N entities: x1,…,xN
I.1.1. Visual

Distribution (density, histogram) - 

bin counts:
(a) The range is divided into a pre-specified number of equal-sized bins.  

(b) At each bin, the number of entities with values in it is counted
(c) These are drawn over bins (histogram) or otherwise (pie –chart, …)
Bins
If range is interval [a,b] & we want 2 bins, drop a divider at a+(b-a)/2 = (a+b)/2
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What is range?

How to make n bins? 

n-1 dividers at  a+k(b-a)/n   (k=1,…,n-1)   or should it be at (k=0,…,n)? What n+1 dividers can mean?

What is the bin size in the example below?
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Histogram:  rectangles for bin counts (frequencies)

Two popular shapes:
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Power (Pareto) law: distribution of wealth, size, productivity (social systems)  p(x) ( 1/(a+x)(  
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Normal (Gaussian) law: distribution of physical sizes, measurement errors (natural systems)

p(x) ( exp[(x-a) 2/2(2],    

a - expectation/mean, (2 – variance,  (( - standard deviation
Matlab: hist(x,n) % x - feature, n - number of bins
I.1.2. Summary characteristics:

- Centre:
Mean: c = Sum divided by N

Matlab: mean(x) % x - feature
Median – mid of the set pre-sorted
Matlab: median(x) % x - feature
Midrange – middle of the range

Matlab: b=max(x);a=min(x);mr=(b+a)/2; % x - feature
Mode – most likely bin (depends on n)
Matlab: h=hist(x,n); [a,bim]=max(h);

Which one is better?

Mean – 

· stable relative sample change,

· unstable relative outliers, 

· good for bell-shaped distributions,
· bad for power-shaped distributions
Median – 
· unstable relative sample change,

· stable relative outliers, 

· bad for bell-shaped distributions,
· good for power-shaped distributions
Midrange –

- unstable relative sample change,

· unstable relative outliers, 

· does not depend on the distribution shape
- Spread:
Range: Max - Min (not stable)

Matlab: b=max(x); a=min(x); r=b-a; disp(r); 
Absolute deviation from the median

Matlab:   ad=mean(sum(abs(x-median(x)));
Quantile p% (histogram extremes cut)
Value ap of x such that xi>ap holds for only p% of feature values 

Example:

X= [2    10     3     3     9     7     1     0     9     2     3     7];

Y=sort(X);

Y= [0     1     2     2     3     3     3     7     7     9     9    10];

Quantiles:
25%q=7; 10%q=9;

Symmetrically, bottom end quantiles: 25%q=2; 10%=1; 

Matlab: 10% quantile (decile)
n=length(x); %the number of entities

y=sort(x); % ascending order

ap=round(n*0.9); % the 90% entity in the sorted list
decile=y(ap)

Standard deviation S 

S=sqrt(Variance) where 

Variance
Variance S2 is sum of square errors from the mean c divided by N or N-1 depending on how c is found. 

If c is a value given by an oracle, thus, guaranteed to be as exact as theoretically possible, then N. 

If c is the empirical mean/average computed as, 

c=(i xi/N   (*),  

then N-1, because equation (*) is a relation imposed on N observed values, this way decreasing the degree of freedom from N to N-1.

There is mathematical probability logic behind this, too.

Computational view: centre as approximation
1. Optimisation perspective

Given a series x={x1, x2,…, xN}, define the centre as a minimizing the average distance

D(x,a)=[d(x1,a)+d(x2,a)+…+d(xN,a)]/N

If d(x,a)=|x-a|2 then the solution a (centre) is mean, and D(x,a) variance
If d(x,a)=|x-a| then the solution a (centre) is median, and D(x,a) absolute deviation
2. Data recovery perspective

The same formulated as an additive model:

xi = a + ei, for all i=1,2,…,N

where ei are additive residuals to be minimised

Least-squares criterion: L=e12+ e22 +…+ eN2 leading to mean a 
Least-moduli criterion
L=|e1|+|e2|+…+ |eN| leading to median a
Q. What’s about a multiplicative model, xi = a(1+ei)? [Error is proportional to size.] Can you fit the centre a to the data?
I.2. Categorical Data (disjoint categories only)

1D: Categories l=1,…,L, no quantitative meaning, just compare equal/not-equal

Nl entities fall in l,  N1 + N2  …. NL =N; define frequency p1 = Nl/N (sum of them is 1), 
Examples: Occupation in Students data, Categorised Bank feature in Market Towns

Matlab visualization: bar command
Centrality index: Mode (categories play role of bins)

Spread: 

Qualitative variance (Gini index): average error of the proportional prediction (predict l at pl cases)
Entropy (average information)


At p(0, -log(1-p) = 1 – p + o(p)

These are similar!

1.3. Validation by re-sampling: 

Confidence interval for mean

Two computational techniques: bootstrap & cross-validation

I.3.1 Problem and background

mshow.dat is a 1000 x 3 array; columns are samples of three data types:

	Data type
	Normal
	Two-mode
	Power law

	Mean
	9.91   
	16.05  
	392.04

	Standard deviation
	Real value
	1.94
	5.27
	1744.31

	
	Per cent, %
	19.60
	32.80
	444.90


Table 1. Aggregate characteristics of columns of mshow.dat array

The normal data is in fact Gaussian(10,2), that is, having its mean 10 and standard deviation 2. The other two are Two-modal and Power law samples. Their 30-bin histograms are on the lefthand sides of Figures 1, 2, and 3. Even with the aggregate data in Table 1 we can see that the average of Power law does not make much sense, because its standard deviation is more than four times greater than the average.

Many statisticians would argue the validity of characteristics in Table 1 not because of the distribution shapes – which would be a justifiable source of concern for two of the three of the distributions – but because of the insufficiency of the samples. Is the 1000 entities available a good representation of the entire population indeed? To address these concerns, Mathematical statistics worked out principles based on the assumption that the sampled entities come independently from a – possibly unknown but stationary – probabilistic distribution. Then mathematical thinking would allow, in reasonably well-defined situations, to arrive at a theoretical distribution of an aggregate index such as the mean, from which some confidence limits can be derived. Typically, one would obtain the boundaries of an interval at which 95% of the population falls, according to the derived distribution. For instance, when the distribution is normal, the 95% confidence interval is defined by its mean plus/minus 1.96 times the standard deviation value. Thus, for the first column data, the theoretically derived 95% confidence interval will be 10 (1.96*2 =10(3.92, that is, (6.08, 13.92)  (if the true parameters of the distribution are known) or 9.91(1.96*1.94=9.91(3.80, that is, (6.11,13.71) (at the observed parameters in Table 1). The difference is negligible, especially if one takes into account that the 95% confidence is a very much arbitrary value. In probabilistic statistics, the so-called Student’s distribution is used to make up for the fact that the sample-estimated standard deviation value is used instead of the exact one, but it little differs from the Gaussian distribution when the data contain a hundred or more entities.

In most real life applications the shape of the underlying distribution is unknown and, moreover, the distribution is not stationary. Then the theoretically defined confidence boundaries are of little value.  This is why a question arises whether any confidence boundaries can be derived computationally by re-sampling the data at hand rather than by imposing some debatable assumptions. There have been developed several approaches to computational validation of sample based results. 
I.3.2 Bootstrapping: 

A pre-specified number of random trials, say 500. 

A trial: computing mean on a randomly drawn N entities, with replacement. 

In each of the trials, on average only 63.2% entities get selected into the sample. Indeed, at each random drawing an entity in a set of N, the probability of an entity not being selected is 1-1/N, so that that the approximate proportion of entities never selected in N draws is  (1-1/N)N ≈ 1/e =1/2.71828≈ 36.8% of the total number of entities. For instance, at a bootstrap trial of 15 entities, the following numbers have been drawn: 8, 11, 7, 5, 3, 3, 11, 5, 9, 3, 11, 6, 13, 13, 9, which leaves 7 entities out of the trial and multiple copies in. 
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Figure 1. The histograms of a 1000 strong sample from a Gaussian distribution (on the left) and its mean’s bootstrap values (on the right): all falling between 9.7 and 10.1.  
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Figure 2. The histograms of a 1000 strong sample from a Two-mode distribution (on the left) and its mean’s bootstrap values (on the right): all falling between 15.5 and 16.7.

The trial set of a thousand randomly drawn entities (some of them, as explained, coincide) is assigned with the corresponding row data values from the original data table so that coinciding entities get identical rows. Then a method under consideration, currently "computing the mean", applies to this data to produce the trial result. After a number of trials, the user gets enough results to see their histogram, which can be used now to derive confidence boundaries for the mean’s estimate. The bootstrap distributions, after 700 trials, are presented in Figures 1, 2 and 3 on the right. We can see very clearly that the estimate in the case of Gaussian data, Figure 1, is very much precise: all 100% of the bootstrap mean values fall in the interval between 9.7 and 10.1, which is a much more precise estimate of the mean than in the original distribution, both in terms of the interval boundaries and confidence. It should be reminded, though, that the mean’s standard deviation anyway decreases by the order of √N, which is about 30 at N=1000. There is some theoretical evidence, presented by E. Bradley (1993), supporting the view that the bootstrap can produce somewhat tighter confidence boundaries for the sample’s mean than the theoretical analysis.
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Figure 3. The histograms of a 1000 strong sample from a Power law distribution (on the left) and its mean’s bootstrap values (on the right): all falling between 260 and 560.

Unfortunately, the bootstrap results are not that helpful in analysing the other two distributions: as can be seen in our example, it shows rather decent boundaries for both of the means, the Two-mode and Power law ones, whereas in many applications the mean of any of the two distributions may be meaningless. It is a matter of applying other data analysis methods such as clustering to produce more homogeneous sub-samples whose distributions would be more similar to that of a Gaussian.  

Another set of validation techniques utilises randomly splitting the entity set in two parts of pre-specified sizes, the so-called training and testing parts, so that the method’s results obtained for the training part are compared with the data on the testing part. To guarantee that each of the entities gets into a training/testing sample equal number of times, the so-called cross-validation methods have been developed.

I.3.3. K-fold cross validation: 

Randomly split entity set in K parts Q(k), k=1,…,K, of equal sizes
. Typically, K is taken as 2, 5 or 10. When K=N, it is referred to as Jack-knife or leave-all-one-out.

Take each part Q(k) as a test set while the rest is the train set. 

A data analysis method under consideration is run over the train set (“training phase”) with its result applied to the test set. 

The average score of all the test sets constitutes a K-fold cross-validation estimate of the method’s quality. 

To apply the 10-fold cross-validation method to the problem of evaluation of the means of the three data sets, we first create a partition of our 1000 strong entity set in 10 non-overlapping classes, a hundred entities each, with randomly assigning entities to the partition classes. For each class Q of the 10 classes, we calculate the averages of the variables on the complementary 900 strong entity set, and use these averages for calculating the quadratic deviations from them – not from the averages of class Q - on the class Q. In this way, we test the averages found on the complementary training set.  

	Data type
	Normal
	Two-mode
	Power law

	Standard deviation
	On set
	1.94
	5.27
	1744.31

	
	10-fold cr.-val.
	1.94
	5.27
	1649.98


Table 2. Quadratic deviations from the means computed on the entity set as is and by using 10-fold cross validation.

The results are presented in Table 2. We can see that the values found at the original distribution and with 10-fold cross validation are similar.

Does this mean that there is no need in applying the method? In the case of computation of mean, probably yes. In more complex data analysis methods, this is one of the most popular methods, leading to differing results indeed. 

Also, it should be noted that while the ten quadratic deviations calculated on the ten test sets for the Gaussian and Two-Mode data are very similar to each other, those at the Power law data set drastically differ, ranging from 391.60 to 2471.03.
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�To do this, one may start from all sets Q(k) being empty and repeatedly run a loop over k=1:K in such a way that at each step, a random entity is drawn from the entity set (with no replacement!) and put into the current Q(k); the process halts when no entities remain out of Q(k). 
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